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1 Introduction

Chances are that youmight have heard of the concept called gradient descent, which is widely
used in scientific computing, and more recently in the fields of data science and machine
learning.

In this tutorial, I will show you how to easily and quickly implement gradient descent
from scratch using your favorite programming language (in my case, using C++) and apply it
to solve some optimization problems in competitive programming.

But before we start, let’s have a quick look at what gradient descent is all about.

1.1 What is gradient descent?

Gradient descent is a nifty optimization technique used to find the minimum of a function.
To have a better grasp on how it works, consider the following scenario.

Example 1.1 (A hypothetical scenario)
Imagine yourself being stuck on the top of a mountain, and you would try to go down.
It doesn’t help that there’s a heavy fog that makes it impossible to see the path going
down. So youmust rely on your surroundings to determine which direction to go. In your
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case, you can simply follow the direction where the steepness of themountain from your
current position is the greatest, and proceed from there.

Because of the heavy fog, it is not immediately obvious how to determine the steep-
ness of the mountain at your current location. Luckily, you’ve still got your smartphone
that so happened to have a digital level app that can measure steepness with exacting
accuracy and precision.

Another problem is that the level app consumes a significant amount of power and
your smartphone is running low on battery, so you want to measure the steepness as
infrequently as possible to conserve power.

However, you have to be careful on how frequent or seldom should you measure the
steepness. If youmeasure too frequently, your smartphonemay die (or the sun begins to
set, whichever happens first) and youwill get stuck on themountain. And if youmeasure
too rarely, you may get off track and get lost on the mountain. Neither scenario is good.

In other words, you want to get to the bottom of the mountain as soon as possible
before the sun sets, while you want to use your smartphone as seldom as possible.

Yup, that’s how gradient descent works! Let’s introduce some new terms and concepts.
We can model the mountain as a three-dimensional surface with a function of two variables
like f (x,y). Both x and y represent the longitude and latitude of the position respectively,
while f (x,y) represents the altitude (or height) at that position. The bottom of the mountain
represents the minimum of the function, which is what we’re trying to find.

The steepness represents the slope of the surface at that point to determine the slope.
The direction to follow represents the gradient of the surface at that point.1

1Yes, this is the gradient that you know and love in vector calculus. More on that later.
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You, on the other hand, represents the algorithm that does gradient descent. Your smart-
phone with the level app represents differentiation, i.e., taking the derivative of the function at
that point.

The frequency in which you use your smartphone tomeasure steepness or the amount of
time betweenmeasurements is what we call the learning rate. If the learning rate is too small,
the gradient descent algorithmwill converge to theminimum very slowly. On the other hand,
if the learning rate is too large, the gradient descent algorithm may overshoot the minimum,
causing it to fail to converge.
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(a) When the learning rate is too large,
the algorithm will tend to “zigzag.” This
has the huge risk of overshooting the
minimum.
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(b) When the learning rate is too small,
the algorithm will take too long to con-
verge.

Figure 1: Here’s what would happen if the learning rate is too large or too small.

The learning rate is an example of a hyperparameter. These are parameters thatwe specify
before running the algorithm, and cannot simply be learned or inferred by themodel from the
data.
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1.2 Convex functions

Before anything else, here’s an important note.

Important! For the sake of this tutorial, we’ll only deal with convex functions.

“Why?” you may ask. The nice thing about convex functions is that they have a unique
minimum (which is the global minimum itself), which means that any “local” minimum we
have found using gradient descent is already the global minimum of the function!

How dowe know if a function is convex? Well, I can only give you a formal definition from
linear algebra, and it goes like this.

Definition 1.2. Let f (x,y) be a twice differentiable function. Then the Hessian of f is the matrix

H =


�2f
�x2

�2f
�x�y

�2f
�y�x

�2f
�y2

 .
This is easily generalizable for functions with three or more variables.

Proposition 1.3
A function f : �n → � is convex iff its Hessian is positive semidefinite, i.e., it satisfies
x⊤Hx ≥ 0 for all non-zero x ∈�n.

Example 1.4
We want to show that the function

f (x,y) = 3 (x+ 1)2 − 2 (x+ 1) (y− 2) + 2 (y− 2)2 + 3

is convex.

Proof. First, we determine the Hessian of f as follows.

H =


�2f
�x2

�2f
�x�y

�2f
�y�x

�2f
�y2


=

[
6 −2
−2 4

]

Then, we will show that H is positive semidefinite. We let x =
[
a b

]⊤
be a non-zero
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vector where a,b ∈�.

x⊤Hx =
[
a b

][ 6 −2
−2 4

][
a
b

]
=

[
6a− 2b −2a+ 4b

][a
b

]
= a · (6a− 2b) + b · (−2a+ 4b)
= 6a2 − 2ab+ 2ab+ 4b2

= 6a2 + 4b2

We know that 6a2 + 4b2 ≥ 0 holds for all a and b due to the trivial inequality (i.e.,
x2 ≥ 0 for all x ∈�), thus H is positive semidefinite. Therefore, f is convex.

2 Implementing gradient descent

With the analogy out of the way, let’s formalize things further. We can write the pseudocode
for gradient descent as follows.

Algorithm 1 The gradient descent algorithm on a function f :�n→�

Input: A vector x ∈�n containing the initial values
Output: A local minimum of f
1: function Gradient-Descent(x)
2: for i← 1 to niter do ▷ niter is the number of iterations
3: x← x− α∇f (x) ▷ α is the learning rate
4: end for
5: return x
6: end function

Easy, right? Well... how do we implement this? And what the hell is ∇f??? Let’s address
the second question first in the following section.

2.1 Review: gradient of a function

The gradient is like the derivative, but for multivariable functions. But unlike the derivative,
the gradient outputs a vector-valued function.
Definition 2.1. Let f (x,y) be a function such that f is differentiable with respect to x and y.
Then the gradient of f is the vector

∇f (x,y) =
(
�

�x
êx +

�

�y
êy

)
f (x,y)

=

[
�

�x
�

�y

]
f (x,y)

=

[
�f (x,y)
�x

�f (x,y)
�y

]
=

[
�f
�x

�f
�y

]
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where∇ is the differential operator called “del,” and êx and êy are the standard basis vectors.

Example 2.2 (Finding the gradient of a function)
Suppose we want to find the gradient of f (x,y) = x2 − 2xy.

Solution. We get the partial derivatives of f with respect to x and y:

�f
�x

= 2x− 2y and
�f
�y

= −2x

Then we just assemble the answer.

∇f (x,y) =
[
�f
�x

�f
�y

]
=

[
2x− 2y −2x

]
Therefore, the gradient of f (x,y) is

[
2x− 2y −2x

]
.

An interesting property of the gradient is that it points towards the direction such that
the value of a function increases most quickly. This direction tends toward the maximum,
so gradient descent uses the negative gradient instead so that the direction points to the
minimum.

2.2 Finding the derivative at a point

There are many methods to find the derivative of a function at a point. One way is to directly
compute for the derivative, i.e., using a computer algebra system to get the derivative sym-
bolically. An immediate disadvantage of this approach is the resulting expressions tend to
be cumbersome, and so it will be difficult and inconvenient to implement it in code.

Another way is using finite difference formulas. Remember the definition of the derivative?

f′ (x) = lim
h→0

f (x+ h)− f (x)
h

When implementing this formula, obviously you don’t assume h = 0 unless you want a
runtime error. Part of the challenge is to find an appropriate value of h. If h is too small,
then we would risk getting huge rounding errors due to how floating-point numbers work
internally. If h is too large, then the estimate of the slope of the tangent line using the secant
line would be off. So we’re going to rule out this approach as well.

To implement gradient descent, we will use a better approach to compute derivatives
numerically using some secret sauce!
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2.3 Review: complex numbers

I’m sure you know complex numbers from high school. They are of the form a + bi where a
and b are real numbers, and i (called the imaginary unit) satisfies i2 = −1.

Suppose we have two complex numbers p = u + u′ i and q = v + v′ i. Then we can do the
following operations:

▷ Addition: p+ q = (u+ u′ i) + (v+ v′ i) = (u+ v) + (u′ + v′) i

▷ Subtraction: p− q = (u+ u′ i)− (v+ v′ i) = (u− v) + (u′ − v′) i

▷ Multiplication:

p · q = (u+ u′ i) (v+ v′ i) = uv+ uv′ i+ u′vi+ u′v′ i2

= uv+ (uv′ + u′v) i+ u′v′ i2

▷ Division:

p
q
=
u+ u′ i
v+ v′ i

=
u+ u′ i
v+ v′ i

· v− v
′ i

v− v′ i

=
uv− (uv′ − u′v) i− u′v′ i2

v2 − v′2i2

=
uv− u′v′ i2

v2 − v′2i2
− (uv

′ − u′v) i
v2 − v′2i2

=
uv− u′v′ i2

v2 − v′2i2
+
(u′v− uv′) i
v2 − v′2i2

Ignore the terms containing i2 for now. Do you notice anything familiar? No? Alright, I’ll
give you a pretty big hint.

Suppose we have two functions u and v. Then we can do the following operations:

▷ Sum rule:
d
dx

(u+ v) =
du
dx

+
dv
dx

= u′ + v′

▷ Difference rule:
d
dx

(u− v) = du
dx
− dv
dx

= u′ − v′

▷ Product rule:
d
dx

(u · v) = u · dv
dx

+
du
dx
· v = uv′ + u′v

▷ Quotient rule:
d
dx

(u
v

)
=

du
dx · v− u ·

dv
dx

v2
=
u′v− uv′

v2

Now, look again at the complex number operations and look closely at the imaginary
parts. By now, I hope you’ve made the connection. The real parts contain your typical oper-
ations, while the imaginary parts contain the operations done under differentiation! Nice.

Because of this, we should deal with the i2 terms, which we will do in the next section.
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2.4 A new kind of number

Earlier, we have seen how operations involving complex numbers somehow encapsulate the
evaluation of a function and its derivative. But I also mentioned that we still have the extra-
neous terms with i2, which makes it unsuitable for our use case.

The simple solution is to make i2 equal to 0 instead, to let the i2 terms vanish. However,
this can’t be considered the algebra of complex numbers anymore. We need a new kind of
number to work with.

Just like complex numbers, we alsowant to extend the real numbers to a two-dimensional
space. But instead of i, we will adjoin another element called εwhich has the property ε2 = 0.
We have now built the algebra of dual numbers.2

Suppose we have two dual numbers p = u + u′ε and q = v + v′ε. Then we can do the
following operations:

▷ Addition: p+ q = (u+ u′ε) + (v+ v′ε) = (u+ v) + (u′ + v′) ε

▷ Subtraction: p− q = (u+ u′ε)− (v+ v′ε) = (u− v) + (u′ − v′) ε

▷ Multiplication:

p · q = (u+ u′ε) (v+ v′ε) = uv+ uv′ε + u′vε + u′v′ε2

= uv+ (uv′ + u′v) ε

▷ Division:

p
q
=
u+ u′ε
v+ v′ε

=
u+ u′ε
v+ v′ε

· v− v
′ε

v− v′ε

=
uv− (uv′ − u′v) ε − u′v′ε2

v2 − v′2ε2

=
uv− (uv′ − u′v) ε

v2

=
uv
v2
− (uv

′ − u′v) ε
v2

=
u
v
+

(
u′v− uv′

v2

)
ε

Let’s see these operations in action with an example.

Example 2.3 (Evaluating a single-variable function)
Suppose we have f (x) = x2+2x−1 and x is a dual number. Thenwe can evaluate f (5+ 1ε)

2The algebra of dual numbers is a ring. More specifically, it can be seen as the quotient ring �[ε]/
(
ε2

)
, i.e.,

it is the quotient of the polynomial ring�[ε] by the ideal generated by ε2. But it cannot be called a field, simply
because there do not exist inverses for dual numbers of the form 0 + bε. The dual numbers are a special case
of the Grassmann numbers. I don’t want to get this tutorial all too technical with these details, so I’ll stop here.
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as follows.

f (5+ 1ε) = (5+ 1ε)2 + 2 (5+ 1ε)− 1
= (5+ 1ε) (5+ 1ε) + (2+ 0ε) (5+ 1ε)− (1+ 0ε)
= (25+ 10ε) + (10+ 2ε)− (1+ 0ε)
= 34+ 12ε

Now try evaluating f (x) = x2 + 2x − 1 and its derivative f′ (x) = 2x + 2 at x = 5. What do
you get?

f (5) = 52 + 2 · 5− 1 = 25+ 10− 1 = 34
f′ (5) = 2 · 5+ 2 = 10+ 2 = 12

The real part of f (5+ 1ε) corresponds to the value of f (5), while the dual part corresponds
to the value of f′ (5).

Example 2.4 (Evaluating a multivariable function)
Suppose we have f (x,y) = 3x2−2xy+2y2+3 and let x = −1+0ε and y = 3+1ε. Then we
can evaluate f (−1+ 0ε,3+ 1ε) as follows.

f (−1+ 0ε,3+ 1ε) = 3 (−1+ 0ε)2 − 2 (−1+ 0ε) (3+ 1ε) + 2 (3+ 1ε)2 + 3
= 3 (1− 0ε)− 2 (−3− 1ε) + 2 (9+ 6ε) + 3
= (3− 0ε) + (6+ 2ε) + (18+ 12ε) + 3
= 30+ 14ε

Try evaluating f (−1,3). We get f (−1,3) = 30 as expected, and we can also see this from
the real part of the answer in the example. Now try evaluating �f

�y at (−1,3). If you did the
math correctly, you should be able to get 14, which happens to be the dual part of the answer.
Congrats, you’ve just evaluated a partial derivative! In fact, if we evaluated f (−1+ 1ε,3+ 0ε),
we will be able to get the value of �f

�x at (−1,3) from the dual part as well!

Notice that if we set the dual part of a dual number to 1, we can see this as “setting up
the independent variable.” In this case, if we set the x-value with a dual part of 1, we will get
the value of �f

�x in the dual part of the result. On the other hand, if we set the y-value this time
with a dual part of 1, we will get the value of �f

�y in the dual part of the result.

In other words, if we want to get the derivative with respect to a variable, we “seed” the
dual part with 1, otherwise we seed it with 0. This way we can use dual numbers to evaluate
partial derivatives, which is very important when we implement gradient descent later on.

That’s pretty convincing. I’ll even show you that this is always the case for any function.
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Theorem 2.5
Let f :�→� be an analytic function. If the domain of f is extended to the dual numbers,
then

f (p) = f (a+ bε) = f (a) + b · f′ (a) ε

holds, where p = a+ bε is a dual number, and a,b ∈�.

Proof. We simply expand the Taylor series of f at p = a:

f (a+ bε) =
∞¼
n=0

f(n) (a) · (a+ bε − a)n

n!

=

∞¼
n=0

f(n) (a)bnεn

n!

= f (a) + b · f′ (a) ε + b2

2
· f′′ (a) ε2 + b3

6
· f(3) (a) ε3 + · · ·

= f (a) + b · f′ (a) ε

Notice that all the higher-order terms vanish because ε is nilpotent, i.e., ε2 = 0. Thus
we’re left with f (a+ bε) = f (a) + b · f′ (a) ε, as desired.

2.5 Automatic differentiation

Automatic differentiation is the secret sauce behind our gradient descent implementation.

What makes automatic differentiation (or AD for short) different is that unlike symbolic
and numerical differentiation, it treats every function or program, no matter how compli-
cated, as a sequence of primitive operations. Because of this, it is now entirely possible to
“differentiate” a function with programming constructs such as for loops and if statements!

Example 2.6
Suppose we have f (x,y) = x2−2xy. The computer may break down this function into the
following sequence of primitive operations.

x = ?

y = ?

w1 = x2

w2 = 2w3

w3 = xy
f = w1 −w2
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Let’s differentiate each equation on both sides with respect to some variable t.

�x
�t

= ?

�y
�t

= ?

�w1
�t

= 2x · �x
�t

�w2
�t

= 2 · �w3
�t

�w3
�t

= x · �y
�t

+ y · �x
�t

�f
�t

=
�w1
�t
− �w2

�t

Automatic differentiation works by building a computation graph of an expression. In
most AD libraries like Autograd3 and some frameworks like TensorFlow, this is explicitly con-
structed using a dedicated API.4 But in our case, we’ll let the compiler build the computation
graph automatically when it parses an expression into an abstract syntax tree (AST).

�f
�t

−

OO

�w1
�t

77ppppppppppppppp �w2
�t

ggNNNNNNNNNNNNNNN

pow

OO

×

OO

�x
�t

>>~~~~~~~~~
2

^^>>>>>>>>>
2

@@���������� �w3
�t

aaCCCCCCCCC

×

OO

�x
�t

=={{{{{{{{{{ �y
�t

``AAAAAAAAA

Figure 2: The computation graph of �f
�t derived from the abstract syntax tree of f, where the

arrows indicate the flow of computation. In other words, this is chain rule gone wild!

If we want to get �f
�x , we let t = x so �x

�t =
�x
�x = 1 and �y

�t =
�y
�x = 0. This is also similar for

3https://github.com/HIPS/autograd
4https://www.tensorflow.org/guide/graphs
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�f
�y ; we just substitute t = y so �x

�t =
�x
�y = 0 and �y

�t =
�y
�y = 1. This is the reasoning behind the

seed values that we used in the previous sections.

The computation starts at the bottom of the graph with �x
�t and

�y
�t with the initial seed

values. The results are then propagated forward by repeatedly applying the chain rule, until
it reaches the top at �f

�t . By that time, �f
�t now contains the value of �f

�t . This is what we call
forward-mode automatic differentiation.

Implementing forward-mode AD is pretty straightforward. We will use dual numbers
since it can evaluate a function and its derivative at the same time. If operator overloading
is supported like in C++, then you don’t even need to change the implementation of your
function at all! Alright, let’s code!

We will first make a class implementing the algebra of dual numbers. It contains two
doubles, one for the value and one for the derivative. While we’re there, we will also add the
constructors.

#include <bits/stdc++.h>
using namespace std;

struct D {
double val, der;
D(double v, double d): val(v), der(d) {}
D(double v): val(v) {der = 0;}
// ...

};

Wewill now implement the arithmetic operations, and also overload the assignment op-
erator for convenience.

struct D {
// ...
D operator+(const D &o) {

return D(val + o.val, der + o.der);
}
D operator-(const D &o) {

return D(val - o.val, der - o.der);
}
D operator*(const D &o) {

return D(val * o.val, val*o.der + der*o.val);
}
D operator/(const D &o) {

return D(val / o.val, (o.val*der - val*o.der)/(o.val*o.val));
}
void operator=(const D &o) {

val = o.val; der = o.der;
}
// ...

};
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We will also implement exponentiation, but you can implement trigonometric functions
if you want.

struct D {
// ...
friend D pow(const D &d, double n) {

return D(::pow(d.val, n), n*d.der*::pow(d.val, n-1));
}
// ...

};

Notice that I used the friend keyword here. This is normally used to give a non-member
function access to the private and protected members of a class. But in my case, this is
just for syntactic convenience, so I can write something like pow(D(2), 0.5) instead of
D(2).pow(0.5) which resembles Java syntax.

Lastly, wewill add a utility function called indep that seeds the value of derwith 1, which
we can use to set a variable as the independent variable.

struct D {
// ...
D indep() {

return D(val, 1);
}

};

We can start implementing the gradient descent algorithm! For this tutorial, we’re going
to deal with functions with two variables, so the algorithm will also take in two inputs. We
will also define a new type called pt which is just a pair of dual numbers. Later on, we will
define what f is, thus we put a forward declaration so the C++ compiler won’t complain.

We also set the hyperparameters for gradient descent with α = 10−3 and niter = 104.

typedef pair<D,D> pt;
D f(D x, D y); // we will implement this later

// gradient descent hyperparameters
const double ALPHA = 1e-3; // learning rate
const int N_ITER = 1e4; // number of iterations

pt grad(D x, D y) {
for (int i = 0; i < N_ITER; i++) {

x = x - ALPHA*f(x.indep(), y).der;
y = y - ALPHA*f(x, y.indep()).der;

}
return {x, y};

}

And that’s it!
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3 Some applications

In this section, I will showyou howyou can apply gradient descent to solve someoptimization
problems.

3.1 Finding the minimum of a function

This is one of the more straightforward applications of gradient descent. Suppose we want
to minimize the function

f (x,y) = 3 (x+ 1)2 − 2 (x+ 1) (y− 2) + 2 (y− 2)2 + 3.

Let’s plot this function as a three-dimensional surface.
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Figure 3: A three-dimensional surface plot of f (x,y) = 3 (x+ 1)2−2 (x+ 1) (y− 2)+2 (y− 2)2+3.
A contour plot is also sketched at the bottom.
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It seems that it’s convex, and you’re right! In fact, we proved back in Example 1.4 that f is
actually convex!

Let’s now implement f in code.

D f(D x, D y) {
return D(3)*pow(x+1, 2) - D(2)*(x+1)*(y-2) + D(2)*pow(y-2, 2) + 3;

}

Here’s the code for the main method which outputs the minimum of the function.

int main() {
// initialize gradient descent at (0,0)
pt fmin = grad(0, 0);
// extract the x- and y-values
D x = fmin.first, y = fmin.second;
// print the answer!
cout << "The minimum of f is " << g(x, y).val;
cout << " at (x,y) = (" << x.val << "," << y.val << ")" << endl;

}

If you run the code, then you should be able to get this output:

The minimum of f is 3 at (x,y) = (-1,2)

We can verify the answer (through calculus or otherwise) that the minimum of f is 3 at
(−1,2).

3.2 Simple linear regression

Let’s do something data science-related! One of the first things you do when you’re given
some data is to look for relationships. A very simplemethod that we can use to discover such
relationships among variables is linear regression. Despite its simplicity, it is one of the widely
used tools in machine learning and is often a starting point for more complicated statistical
methods.

A simple linear regression model assumes that there is a linear relationship between the
dependent variable y and the independent variable x. Mathematically, we can define this
model as follows.

Definition 3.1. We can model the linear relationship between x and y as

y ≈ β0 + β1x

where β0 and β1 are unknown constants (together, they’re called the model parameters or
coefficients) representing the y-intercept and slope respectively.

The model then produces the estimators β̂0 and β̂1, which we can use to predict the value
of y by computing

ŷ = β̂0 + β̂1x
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where ŷ is the predicted value of y based on the model.

At this point, we don’t know β0 and β1 yet, so we need to rely first on the data to estimate
the coefficients.

Suppose we have data of the form (x1,y1) , (x1,y1) , . . . , (xn,yn) where n is the number of
observations or instances. Wewant to determine β̂0 and β̂1 so that the linear model best fits
the given data.

How dowe determine if the line is close enough to the data points? Oneway is tomeasure
the distance of each point from the line resulting from the linear model, or how much the
predicted value ŷi deviates from the actual value yi. This distance is called the residual.

Definition 3.2. The residual sum of squares (RSS) is the sum

RSS =
n¼
i=1

ei2 =
n¼
i=1

(yi − ŷi)2

where ei = yi− ŷi is the ith residual. This sum is also known as the sum of squared errors (SSE).

For the simple linear model, the residual sum of squares can be computed as

RSS =
n¼
i=1

(yi − ŷi)2

=

n¼
i=1

(
yi −

(
β̂0 + β̂1xi

))2
To get the line of best fit, we just need to minimize RSS

(
β̂0, β̂1

)
. Simple linear regression

is just another optimization problem! We can use gradient descent to find the minimum.

We can implement a function to compute the RSS by using a for loop to access each data
point.

typedef pair<double, double> dd;

// residual sum of squares
D f(D beta0, D beta1, vector<dd> &pts) {

D sum = 0;
for (dd p: pts) {

D y = p.second; // actual y
D yhat = beta0 + beta1*p.first; // predicted y
sum = sum + pow(y-yhat, 2);

}
return sum;

}

Since f depends on the dataset itself, we need to tweak grad so that we can pass a ref-
erence to it, which f can now access.
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pt grad(D x, D y, vector<dd> &pts) {
for (int i = 0; i < N_ITER; i++) {

x = x - ALPHA*f(x.indep(), y, pts).der;
y = y - ALPHA*f(x, y.indep(), pts).der;

}
return {x, y};

}

And we’re good to go!

Let’s use the Boston housing dataset as an example.5 It has 506 instances with 14 feature
variables:

1 CRIM = per capita crime rate by town

2 ZN = proportion of residential land zoned for lots over 25000 square feet

3 INDUS = proportion of non-retail business acres per town

4 CHAS = Charles River dummy variable (1 if tract bounds river; 0 otherwise)

5 NOX = nitric oxides concentration (parts per 10 million)

6 RM = average number of rooms per dwelling

7 AGE = proportion of owner-occupied units built prior to 1940

8 DIS = weighted distances to five Boston employment centers

9 RAD = index of accessibility to radial highways

10 TAX = full-value property-tax rate per $10000

11 PTRATIO = pupil-teacher ratio by town

12 B = 1000 (k− 0.63)2 where k is the proportion of blacks by town

13 LSTAT = percent lower status of the population

14 MEDV = median value of owner-occupied homes in thousands of dollars

Suppose we want to determine the relationship between LSTAT and MEDV, or how LSTAT
has an effect on MEDV. We can take a look at the scatter plot of these two variables.

5You can get a copy of this dataset by clicking here.
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Figure 4: Scatter plot of LSTAT vs. MEDV.

It seems theremight be a negative linear relationship between LSTAT and MEDV. Let’s build
a linear model to predict the median house price. I’ll show you the code for the main method
first, then I’ll explain it afterwards.

int main() {
// open the dataset
ifstream fin("boston.txt");
vector<dd> data;
string line;
getline(fin, line); // discard the header row
while (getline(fin, line)) {

istringstream iss(line);
double crim, zn, indus, chas, nox, rm, age, dis, rad, tax,

ptratio, b, lstat, medv;↪→

iss >> crim >> zn >> indus >> chas >> nox >> rm >> age >> dis
>> rad >> tax >> ptratio >> b >> lstat >> medv;↪→

data.push_back({lstat, medv});
}
fin.close();

// split the dataset (70% for training, 30% for testing)
const size_t train_size = floor(0.7 * data.size());
vector<dd> train(data.begin(), data.begin()+train_size);
vector<dd> test(data.begin()+train_size, data.end());
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// build the linear model using the training data
pt coeffs = grad(1, 1, train); // start at (1,1)
printf("Linear model: y = %.5f + %.5f*x\n", coeffs.first.val,

coeffs.second.val);↪→

}

Wewill import the dataset from a text file called boston.txt, and then extract the LSTAT
and MEDV in each row and insert the pair into the list.

Important! Always make sure that all missing values in the dataset (if there are any) have been
dealt with accordingly before importing it.

Before we build the model, we will split the dataset into two: one for training the model
and another one for testing the model’s predictions. We will do a 70/30 split, meaning 70%
of the dataset will be our training set, and the rest will be our testing set.

Important! One of the most common problems in machine learning is overfitting. This happens
when amodel got very good at finding the patterns in the data that it essentially has “memorized”
the data.

That is the main reason why we need to resample the data by splitting it into training and
testing sets. After we train the model, we can know how well it performs on entirely new set of
data not previously seen before.

There are more advanced techniques to resample data like leave-one-out cross-validation
and k-fold cross-validation, but these are beyond the scope of this tutorial.

Nowwe can build the model by calling gradwith the training set. We set the initial point
of the algorithm at (β0,β1) = (1,1) but we couldmake it start at any other point as well. Then,
we print out the resulting coefficients to five decimal places.

Let’s try running the code.

Linear model: y = -nan + -nan*x

What??? Why did it fail spectacularly? That’s simply because the learning rate is too
big, so the gradient descent algorithm diverged. Try making it smaller like α = 10−5 and run
it again.

Linear model: y = 35.04031 + -0.96284*x

Nice, we’ve got results! We can quickly verify this using R, and see that we’re pretty spot
on with the coefficients.

data <- read.table("boston.txt", header=TRUE)
n <- nrow(data)
train_size <- floor(0.7*n)
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train <- data[1:train_size,]
test <- data[(train_size+1):n,]
fit <- lm(MEDV~LSTAT, data=train)
summary(fit)

Call:
lm(formula = MEDV ~ LSTAT, data = train)

Residuals:
Min 1Q Median 3Q Max

-10.212 -4.378 -1.450 2.338 22.123

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 35.04031 0.67588 51.84 <2e-16 ***
LSTAT -0.96284 0.05672 -16.98 <2e-16 ***
---
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 6.265 on 352 degrees of freedom
Multiple R-squared: 0.4502, Adjusted R-squared: 0.4486
F-statistic: 288.2 on 1 and 352 DF, p-value: < 2.2e-16

If you just want the coefficients, then you could stop here and call it a day. But we would
also like to know how good our linearmodel is at predicting the house prices using the testing
set. We will now start coding where we left off.

int main() {
// ...
// make predictions using test data
vector<dd> preds; // list of predictions
double mse = 0; // mean square error
for (dd p: test) {

double x = p.first, y = p.second;
double yhat = coeffs.first + coeffs.second*x;
preds.push_back({y, yhat});
mse += pow(y-yhat, 2);

}
mse /= preds.size();

// print out mean squared errors
printf("Train MSE: %.5f\n", f(coeffs.first,coeffs.second,train).val

/ train.size());↪→

printf("Test MSE: %.5f\n", mse);

// store predictions in a file
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ofstream fout("predictions.txt");
fout << "actual\tpredicted" << endl;
for (dd p: preds) {

fout << p.first << "\t" << p.second << endl;
}
fout.close();

}

We generate the predictions using the coefficients from the linear model and store those
on a list, along with the respective actual value. While we’re doing that, we will also compute
for the mean squared error (MSE) for both the training and testing sets.

If we run the code, we will have an output like the following.

Linear model: y = 35.04031 + -0.96284*x
Train MSE: 39.03230
Test MSE: 37.58214

We now have a text file called predictions.txt that contains the actual and predicted
values using the testing set. If we plot these values together, we get the following.
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Figure 5: Scatter plot of predicted vs. actual values. The dashed line corresponds to yi = ŷi.

Ideally, all the points should align at the dashed line, which would imply the model has
perfectly predicted the values. But as we can see, the points only roughly follow the line, and
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we even have some outliers at yi = 50.

For the training set, we got an MSE of 39.03230, while it reduced to 37.58214 for the
testing set. Notice that theMSE went down when the testing set is used, so our linear model
did not overfit the training set. But they’re still huge.6 Having a large mean squared error
means that our linear model is not good enough at predicting the median house price.

Despite this, we still ended up with a working implementation of simple linear regression
in C++.

4 Final thoughts

4.1 Tuning the learning rate

Remember what happened when we tried doing a simple linear regression for the first time?
We failed to get the coefficients because the gradient descent algorithm diverged from the
minimum.

This is what happens if the learning rate α is too large. I mentioned at the beginning of
this tutorial that the learning rate should not be too large or too small. If α is too big, then the
gradient descent algorithm will make huge jumps, making it more probable to either over-
shoot the minimum or diverge. However, if α is too small, then the algorithm will converge
very slowly, which is not you want especially if you prioritize running time.

You have to tune the learning rate carefully, because there’s no single, definitive value of
α that works for all data. For example, when we try to find the minimum of a function, then
α = 10−3 worked fine. But when we did a simple linear regression, we failed to get results
when α = 10−3, but using α = 10−5worked. This is why the learning rate is a hyperparameter.
Whatworkswell in some datamightwork badly in another. Determining the optimal learning
rate is a matter of trial and error.

Let’s revisit the example earlier when we used gradient descent to do a simple linear re-
gression. We will use different learning rates and see how the gradient descent algorithm
performs by tracing its path along the RSS surface, as shown in Figure 6. For all instances, it
started at (β0,β1) = (1,1) with 2000 iterations.

When I set α = 10−5, the gradient descent algorithm did not exactly reach the minimum
(indicated by the black star), but it was on its way towards the minimum. In the figure, you
can see the red dot nearing the minimum after 2000 iterations.

When I made the learning rate a bit larger to α = 1.8× 10−5, then you can already see in
the upper-left corner the zigzag path that the algorithm took in the first hundred iterations.
But it was able to reach the minimum after 2000 iterations.

As Imake the learning rate larger than 1.8×10−5, then the zigzag paths become larger, and
would eventually become uncontrollably large. This happened when I initially set α = 10−3,
so the algorithm failed to converge.

When I made the learning rate an order of magnitude smaller to α = 10−6, you can see
that the gradient descent algorithm barely reached halfway to the minimum.

6https://www.youtube.com/watch?v=ClzJkv3dpY8
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Figure 6: Paths taken by the gradient descent algorithm with different learning rates α, run
with 2000 iterations each. On the background is the contour plot of the RSS on the Boston
housing dataset. The initial point is marked with a black square, while the minimum is indi-
cated by a black star.

4.2 Reverse-mode automatic differentiation

In this tutorial, we have successfully implemented forward-mode automatic differentiation
with the help of dual numbers. Its ease of implementation, however, comes with a trade-off.

In computing the gradient of a function, we need to evaluate the partial derivative with
respect to every input variable. For instance, we need to compute both �f

�x and
�f
�y to get ∇f,

so we run the entire program twice. So the time complexity of computing the gradient, and
forward-mode AD in general, becomes O (n) where n is the number of input variables. This
becomes a problem when we want, for example, to compute the gradient of a function with
ten or more input variables, which happens all of the time when you deal with optimization
problems!

Recall that we made heavy use of the chain rule to do forward-mode automatic differen-
tiation.

�f
�t

=

¼
i

(
�f
�ui
· �ui
�t

)
=

�f
�u1
· �u1
�t

+
�f
�u2
· �u2
�t

+ · · ·

What if we “flipped” the variables, so that we now differentiate with respect to f? It turns
out that we actually can! The nice thing about the chain rule is that it doesn’t really care what
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goes in the numerator and the denominator. We can now rewrite the chain rule as

�t
�f

=

¼
i

(
�ui
�f
· �t
�ui

)
=
�u1
�f
· �t
�u1

+
�u2
�f
· �t
�u2

+ · · ·

where t is some unknown variable.

Example 4.1 (Doing the chain rule “backwards”)
Suppose we have f (x,y) = x2−2xy. The computer may break down this function into the
following sequence of primitive operations.

x = ?

y = ?

w1 = x2

w2 = 2w3

w3 = xy
f = w1 −w2

This time, let’s differentiate some variable t with respect to every variable using the
modified chain rule.

�t
�f

= ?

�t
�w1

=
�f
�w1
· �t
�f

�t
�w2

=
�f
�w2
· �t
�f

�t
�w3

=
�w2
�w3
· �t
�w2

�t
�x

=
�w1
�x
· �t
�w1

+
�w3
�x
· �t
�w3

�t
�y

=
�w3
�y
· �t
�w3
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What happens when we let t = f, so �t
�f =

�f
�f = 1?

�t
�f

= 1

�t
�w1

=
�f
�w1
· �t
�f

=
�

�w1
(w1 −w2) · 1 = 1

�t
�w2

=
�f
�w2
· �t
�f

=
�

�w2
(w1 −w2) · 1 = −1

�t
�w3

=
�w2
�w3
· �t
�w2

=
�

�w3
(2w3) · −1 = −2

�t
�x

=
�w1
�x
· �t
�w1

+
�w3
�x
· �t
�w3

=
�

�x

(
x2

)
· 1+ �

�x
(xy) · −2 = 2x− 2y

�t
�y

=
�w3
�y
· �t
�w3

=
�

�y
(xy) · −2 = −2x

Do �t
�x and

�t
�y look familiar? Of course, they’re just the gradients of f!

As we’ve seen in the example, we were able to compute both �f
�x and

�f
�y in just one fell

swoop! What we did there is a method called reverse-mode automatic differentiation.

If you have experience dealing with artificial neural networks, reverse-mode AD might
seem familiar to you. It’s similar to the backpropagation algorithm! In fact, backpropagation
is a special case of reverse-mode AD. Like reverse-mode AD, backpropagation exploits the
chain rule to efficiently compute derivatives of activation functions and the gradient of the
loss function.

Reverse-mode AD also comes with a trade-off. What if you have a function with multiple
output variables? You would then have to run the whole program again with different seed
values. Thus the time complexity of reverse-mode AD is O (m) where m is the number of
output variables.

Another disadvantage of reverse-mode AD is that the trick using dual numbers won’t
work anymore, sincewe’re nowcomputing the derivative backwards, whichmakes evaluating
the function and its derivative at the same time impossible to do. Can we still use operator
overloading to implement it? Implementing reverse-mode AD becomes non-trivial, so I’ll
leave it to you as an exercise.
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4.3 Beyond simple linear regression

Simple linear regression is good enough if we only have two variables. But most real-life data
we encounter, like the Boston housing dataset, have more than two variables.

We can extend our simple linear regression model so that it can accommodate more
independent variables.

Definition 4.2. Amultiple linear regression model has the form

y ≈ β0 + β1x1 + · · ·+ βpxp

where p is the number of independent variables or predictors.

This model will generate p + 1 estimators β̂0, β̂1, . . . , β̂p, so we can use the following for-
mula to make predictions.

ŷ = β̂0 + β̂1x1 + · · ·+ β̂pxp

Computing the residual sum of squares is also similar to that of simple linear regression.

RSS =
n¼
i=1

(yi − ŷi)2

=

n¼
i=1

(
yi −

(
β̂0 + β̂1xi1 + · · ·+ β̂pxip

))2
To get the plane (or hyperplane) of best fit, we just need to minimize RSS

(
β̂0, β̂1, . . . , β̂p

)
using gradient descent. In this case, using forward-mode AD in the gradient descent algo-
rithm becomes computationally expensive because RSS is a many-to-one function.

So I’ll leave another exercise for you to work on: implement multiple linear regression
(or even polynomial regression if you’re not challenged enough) using gradient descent with
reverse-mode AD.

4.4 How about non-convex functions?

Throughout this tutorial, we only used gradient descent on convex functions. But there’s a
world out there that deals with optimization involving non-convex functions, like in neural
networks.

So what’s the deal with non-convex functions? First, they can havemultiple local minima,
so when the gradient descent algorithm is initialized at different points, then it would find a
different minimum every time.

And second, they can have saddle points, where the gradient is effectively the zero vector.
That’s a problem right there. The gradient descent algorithm can get stuck at a saddle point.
However, a paper by Lee, et al. has shown that gradient descent is guaranteed to converge
to a minimum, given that the initial point is chosen randomly [LSJR16].

Many variants of the plain gradient descent algorithmhave been developed and extended
so that we can use it for non-convex functions, such as stochastic gradient descentwhich uses
randomness to carry out the descent, so it is possible to break out from a saddle point using
this method.
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5 Problems to try

In no particular order, here are someproblems that you can try solving using gradient descent.
Items marked with* are “challenge” problems. Good luck and have fun!

1 A Star not a Tree? (UVa Online Judge)

2 European Trip (2017 Asia HCMC Vietnam National Programming Contest)

3 Danielrad Cliff (2017 ACM-ICPC Asia-Manila Regional Contest)

4 Laptop Battery Life (HackerRank)

*5 Office Prices (HackerRank)

*6 Predicting House Prices (HackerRank)
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